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Fig. 1. We render the water surface as quad patches. Starting at the light-
house, we dynamically retesselate patches with increasing viewer proximity
using the GPU tesselation unit.

This document provides details for the rendering and simulation compu-
tations as we implementated them on the GPU using Microsoft DirectX
11.
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1 WATER RENDERING

1.1 Overall rendering method
The whole water surface is rendered in a single DirectX 11 shader
pass. As illustrated in Figure 1, we render a 4km×4km water surface
as a set of 1282 quad patches. Patches close to the viewpoint are
dynamically subdivided using the GPU tesselation unit. For this we
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Profile buffer

Fig. 2. Profile buffer alignment for a single wave direction.

use the continuous f ractional_odd tesselation scheme and apply a
highest tesselation factor of 64. In the domain shader we construct
a ”conservative” view frustum that is slightly wider than the output
view frustum. Only vertices covered by this conservative frustum
are displaced using the method described in the paper. This way
we avoid displacing all patch vertices in every frame, as this can be
unnecessarily costly.
After rasterizing the tesselated and displaced mesh, in the pixel

shader we compute a normal for each rasterized pixel. We provide
details about this process further below. With the computed normal
and position, shading is applied such as a Fresnel term, environment
reflection, refraction and so on. These methods are not in the scope
of this document but they can be found in existing water rendering
literature. Finally, 2 ×MSAA hardware anti-aliasing is applied on
all our results.

1.2 Wave profile generation and evaluation
A profile buffer is a 1D two-component 16 bit texture that stores the
vertical and horizontal Gerstner wave displacements, computed in
a simple pixel shader in each timestep. Profile buffers are a central
component when it comes to speed, as they accelerate the rendering
by more than 2 orders of magnitude. In addition, profile buffer
mipmapping provides a convenient way for anti-aliasing the water
surface at a distance.

Figure 2 shows the result when only a single wave direction Θη is
used, and the respective profile buffer alignment is overlaid. When
evaluating the water surface at a particular position, this position is
projected onto the profile alignment and the corresponding texture
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Table 1. Wave spectrum and profile buffer parameters used to create the
examples in the paper.

λmin λmax D res
Background waves 4cm 80m 160m 8192
Dynamic waves 2cm 13m 40m 4096

buffer entry is sampled using texture coordinate wrapping, bilinear
filtering and mipmapping. We construct the profile buffer to be
periodic so that it tiles seamlessly over all of space. For this we
smoothly blend in its left and right world space extensions using
cubic polynomials. Specifically, if D is the physical profile buffer
extent in world space units and s =

p
D ∈ [0, 1) is the 1D texture

coordinate of the corresponding world space position p, the final
profile buffer value v is computed as

v(s, t) =
1
2

(
Ψc (p, t) + h00Ψc (p + D, t) + h01Ψc (p − D, t)

)
with

h00 = 2s3 − 3s2 + 1

h01 = −2s3 + 3s2.

The world space profile size D should be chosen at least two
times the largest wavelength λmax . At the same time, a profile
buffer resolution res ≥ D/(2λmin ) maintains the Nyquist limit,
meaning that even the shortest waves get at least two samples per
wavelength λmin . Table 1 summarizes how we chose these variables
in our implementation.
Parallel to wave displacements we compute the corresponding

normals in a separate profile buffer. We developed two approxima-
tions that speed up the normal computation considerably without
compromising the visual fidelity as Figure 3 shows for an exam-
ple. First, we compute the analytic derivative only for the vertical
displacement and neglect the horizontal displacement. Second, the
surface normal is computed as the derivative of the displacement
function, the latter being a multiplication of Ψc (p, t) (stored in the
profile buffer) with the amplitude coefficient Aabc (stored in the
simulation grid). For a single direction this can be written as(

AabcΨc (p, t)
) ′
= A ′

abcΨc (p, t) +AabcΨc (p, t)
′.

For efficiency reasons we neglect the first term above and just
multiply Aabc with the precomputed Ψc (p, t)

′ instead. The intro-
duced error is small because Aabc is spatially smooth, implying
that A ′

abc is close to zero. An interesting side effect is that bilin-
ear hardware interpolation is sufficient when sampling Aabc . If
including the first term instead, we would have to use an expensive
C1 continuous cubic interpolation to avoid visible C0 discontinuity
artifacts in highlights on the water surface. Figure 3 compares our
fast approximation with a more accurate normal, the latter com-
puted as the normal of a plane spanned by three close points on
the displaced water surface. While some faint differences might be
observed in these still images, we found them indistinguishable in
our animations.

Fig. 3. The top figure shows our fast approximation for computing normals
running at 55 fps. Below the correct normal computation with cubic Aabc
interpolation, running at 14 fps. At the bottom the same but using linear
Aabc interpolation running at 24 fps. Note the interpolation artifacts be-
hind the boats in the last image, which are absent in our fast approximation
on top.

2 SIMULATION
As detailed in the paper, our amplitude simulation employsΘA = 16
directions for the wavevector angle θ . The simulation values for
these directions are stored in four 4-component 16-bits per channel
textures, each at 40962 resolution.

To initialize newwaves from dynamic objects we simply render an
adequately-sized quad on each of the 4 aforementioned simulation
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Fig. 4. A frame from a wave animation with the simulation grid overlaid
on top. We compute the wave motions at a resolution several orders of
magnitude finer than the simulation variables.

textures. The affected texels are either overwritten (as for boats) or
they are added to the existing simulation data (as for barrels, the
jetski and the wave painting brush).
We implemented the simulation step for updating A in a single

pixel shader pass acting on the aforementioned textures. It consists
of four steps:

• Advection and spatial diffusion
• Angular diffusion
• Boundary reflections
• Dissipation (described in the paper)

Advection:
Starting with the advection method by Fedkiw et al. [Fedkiw et al.

2001] as described in the paper, we developed a variant optimized
for our GPU-based implementation. While being faster we did not
notice a significant degradation in simulation accuracy, also thanks
to the relative smoothness of A. Remember that each direction gets
just advected in the direction of its corresponding wavevector angle
θ . Our idea is to perform the semi-Lagrangian advection as well
as the spatial diffusion just in 1D in the direction of θ . For this we
construct the setup depicted in Figure 4 for the point p0 and the
advection direction indicated by the blue arrow. First we sample
values v−2..v3 around p0 at the pixel-spaced positions p−2..p3 along
the advection direction using hardware texture sampling with bi-
linear filtering. To model wave packet stretching due to dispersion,
the values v−1..v2 are updated by a diffusion operator using the
adjacent samples vx−1, vx+1 for each vx as follows:

ṽx =

(
1 − 2δ ∆t

(∆x)2

)
vx + δ

∆t

(∆x)2
(vx−1 +vx+1) .
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Fig. 5. Reflecting a directional sample s3 on the boundary gives the dotted
blue direction. The amplitude in s3 is simply redistributed in each timestep
to the two closest sample directions s0 and s1.

with δ being the diffusion coefficient as detailed in the paper. For
the actual semi-Lagrangian advection step we now define a Catmull-
Rom spline using the four diffused values ṽ−1, .., ṽ2 and evaluate it
at positionp′marked in Figure 4. Here,p′ is defined by the advection
velocity and the timestep size as decribed in the paper. The value
at p0 is finally updated with this value after clamping it between
min(ṽ0, ṽ1) and max(ṽ0, ṽ1). This is a common strategy to avoid
overshooting, i.e., to stabilize the method. This process is applied
for all directions and simulation gridcells in parallel.
Angular diffusion: We perform a small amount of angular diffu-

sion between neighboring directions within each gridcell to ensure
wavefront connectivity, as described in the paper. A gridcell stores
16 directional samples sd (d ∈ {0, .., 15}), which are updated to s̃d
as

s̃d =

(
1 − 2γ ∆t

(∆θ )2

)
sd + γ

∆t

(∆θ )2
(sd−1 + sd+1) .

with γ being the angular diffusion coefficient as detailed in the
paper.

Boundary reflections: For samples positioned at solid boundaries
(islands in our implementation), for each samplewith a direction that
points into the solid, we reflect that direction at the solid boundary
and distribute its value to the two directions closest to this reflected
direction. This idea is illustrated in Figure 5.
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